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Abstract 

The performance of automatic speech recognition sys-

tems is still not comparable with the ability of humans to 

communicate and understand speech in noisy scenarios. 

Observing humans in noisy environments they do not 

perceive and understand all fragments of the speech. Un-

der extremely noisy conditions this can go that far that 

they can only understand a few segments with a high sig-

nal-to-noise ratio (SNR). Derived from this observation 

we investigate an alternative recognition approach where 

we start the recognition process at the usually voiced 

segments with high SNR. Furthermore, we ignore or will 

take into account to a lesser extent the fragments with 

low SNR. 

We developed a method to detect the voiced segments 

in distorted speech signals. Beginning at the detected po-

sitions we calculate probabilities backward and forward 

in time with a type of modified subword HMM. Neglect-

ing segments with low SNR leads to the need to modify 

the usual likelihood calculation and to extract probability 

information for being in a certain HMM state during the 

recognition process. First recognition results are pre-

sented for the recognition of the isolated TIDigits. The 

achieved results can be seen as a proof that this approach 

of an alternative recognition strategy is applicable in 

principal. 

1 Introduction 

Several approaches have been investigated to improve the 

automatic recognition of noisy speech that has been re-

corded under bad acoustic conditions. The application of 

a well designed speech analysis scheme that intends to 

extract robust acoustic features, e.g. [1], represents a pos-

sible solution to increase the recognition rates in such 

acoustic scenarios. Another category of approaches is 

based on adapting the reference patterns, usually Hidden 

Markov Models (HMMs), to the noisy scenario, e.g. [2, 

3]. The authors developed exemplary solutions for both 

approaches during the past decades [4, 5]. We observe a 

certain saturation of the achievable improvement inde-

pendent of the applied technique. 

In almost all noise scenarios the performance of auto-

matic recognition systems is worse than the one of hu-

mans communicating under similar noisy conditions. 

Observing the communication between humans in a fairly 

noisy situation, the listener perceives and understands 

with a high accuracy these speech segments that are char-

acterized by a high sound level. The term signal to noise 

ratio (SNR) has been introduced to include the relation to 

the noise level. Such segments with a high SNR have also 

been characterized as “islands of reliability” [6]. Regard-

ing the remaining speech fragments, the listener is only 

able to extract some more or less unreliable information 

from certain parts of these fragments. The mentioned ob-

servation in human communication was the initial reason 

to start a project on developing and investigating an alter-

native recognition scheme. This scheme is based on the 

detection of speech segments with a high SNR. The in-

tention is similar than the one of these approaches that are 

known under the term “missing data theory” [7]. The new 

aspect is the development and application of a different 

recognition strategy. We intend to start the calculation of 

the probabilities at the detected voiced segments. Starting 

at these segments, we want to separately calculate accu-

mulated probabilities backward and forward in time. Fur-

thermore, like with the missing data approaches we want 

to ignore or take into account only with a lower priority 

these fragments that have a fairly low SNR. An open is-

sue is the combination of all the probabilities calculated 

for the fragments between the detected voiced segments 

to get a total probability and thus a recognition result for 

a whole utterance.  

As first step towards the mentioned alternative recogni-

tion scheme, we developed an algorithm to detect voiced 

segments with a high SNR within noisy speech. We want 

to apply the new idea on the cases of recognizing small 

vocabularies with whole-word HMMs and recognizing 

large vocabularies with a phoneme based modeling. Our 

first investigations so far focus on small vocabularies. 

Therefore, we work on a concept to create and train the 

parameters of subword HMMs. Due to the possible elimi-

nation of speech segments with low SNR we can not rely 

on the output probabilities of the subword HMMs. Thus, 

we have to define the procedure how to estimate the like-

lihood for the generation of the segment with high SNR 

by a limited number of subword HMM states. The details 

of our recent algorithmic developments will be presented 

in the next section. Furthermore, we show some first 

preliminary results on recognizing the isolated digits of 

the TIDigits task. 

2 Alternative Recognition Scheme 

Speech recognition is based on the extraction of acoustic 

features from consecutive short frames of speech. Merg-

ing the features of one frame in a vector we get a se-

quence of feature vectors corresponding to the temporal 

occurrence of the features. Then, we calculate probabili-

ties that the observed sequence of feature vectors can be 

generated by a sequence of HMM states using the distri-

bution characteristics of the features in each state. The 

states usually belong to whole word HMMs or are com-

ponents of phoneme HMMs. In both cases, the states 

within each involved HMM and across the sequence of 

all involved HMMs are arranged according to the tempo-

ral occurrence of the features. 



We intend to modify this procedure of strictly working 

along time from the beginning of speech till its end. De-

rived from the observation of human communication in 

noisy situations we want to start the calculation of the 

probabilities at these frames with highest SNR. Figure 1 

tries to visualize this procedure. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Figure 1 contains the contour of the segmental SNR for 

a noisy utterance containing three English digits. The 

dashed vertical lines mark the positions where we assume 

respectively detect the occurrence of a voiced phoneme 

with relatively high energy. We take these positions as 

starting points for the calculation of the probabilities. 

Probabilities are separately calculated to the left and to 

the right of each position corresponding to a movement 

backward and forward in time. Furthermore, we introduce 

a SNR threshold where we assume that the calculation of 

probabilities is fairly unreliable for the speech frames 

with a segmental SNR below this threshold. Thus, we 

stop the calculation when detecting longer speech frag-

ments with a segmental SNR below the threshold. In the 

practical realization the threshold is adapted to the peak 

values of the SNR in each individual utterance. As final 

step, we have to combine the probabilities of all remain-

ing fragments to determine the sequence of phonemes or 

words with highest probability and thereby define the 

recognition result. 

We describe the algorithmic approach for detecting the 

voiced segments after summarizing the details of the ap-

plied feature extraction scheme in the following subsec-

tion. To realize the recognition backward and forward in 

time we need specific HMMs. So far, we look at the rec-

ognition scheme based on whole word modeling. This 

means that we need subword HMMs according to the 

splitting at the positions of the voiced phonemes. The 

creation of these subword HMMs is described in another 

subsection. Due to the introduction of the SNR threshold 

and possibly neglecting certain speech segments we can 

not use the final output probability of HMMs in either 

case. The estimation of an appropriate probability is de-

scribed in the last subsection. 

2.1 Feature Extraction 

We apply a Mel frequency cepstral analysis as basic 

component of our recognition scheme to extract robust 

features [4, 8]. Short speech segments of 25 ms duration 

are analyzed every 10 ms. We focus on speech signals 

sampled at 8 kHz. The set-up of a usual Mel frequency 

cepstral analysis scheme has been modified by adding an 

additional adaptive filtering in the domain of the DFT 

spectrum [9] and by adding a spectral equalization in the 

cepstral domain [1, 10]. The adaptive filtering reduces the 

influence of stationary background noise. The equaliza-

tion processing compensates the influence of unknown 

frequency characteristics, e.g., due to the microphone. 

The 12 cepstral coefficients C1 to C12 and the logarith-

mic frame energy logE are components of each feature 

vector. Adding the corresponding Delta and Delta-Delta 

components each vector contains 39 components in total. 

2.2 Detection of voiced phonemes 

To detect voiced segments with high SNR we investi-

gated three different parameters. We looked separately at 

each of the three parameters and its ability to detect 

voiced segments. Later on, we combined the three detec-

tion results to a single decision.  

The first parameter is the contour of the logarithmic 

frame energy logE. This short-term energy is calculated 

anyway as part of the feature extraction. The temporal 

positions of maxima are estimated from a smoothed ver-

sion of the energy contour under the prerequisite that the 

energy takes a value above a minimum threshold. If two 

or several maxima occur within a short temporal distance 

these maxima are merged to a single one at the position 

with highest energy. Furthermore, we determine not only 

the frame index of the central position but also a voiced 

region around the maximum by looking for energy values 

above a threshold. The threshold is defined by lowering 

the detected peak energy by a constant value. 

The second parameter is a measure of voicing. There-

fore, we estimate the fundamental frequency by looking 

for a maximum in the cepstrum. The cepstrum is calcu-

lated by transforming the logarithmic DFT spectrum with 

an inverse Fourier transformation where the DFT spec-

trum after the adaptive filtering is taken as input. Based 

on this pitch estimate we look for up to 5 periods of the 

periodic signal within the corresponding speech frame but 

also in its neighborhood. We determine an average corre-

lation measure for the up to 5 periods by calculating the 

correlation between each pair of consecutive speech peri-

ods and using the average of these values. Introducing a 

minimum threshold we are able to detect voiceless seg-

ments. Looking for maxima in the temporal contour of 

the voicing measure we take their positions as estimate 

for the center of voiced segments. Defining a lower voic-

ing threshold at a certain percentage of the maximum we 

can also define the beginning and the end of a voiced 

speech segment by a voicing value above the threshold. 

The third parameter is a likelihood measure. We com-

pare the feature vector of each speech frame with the dis-

tribution characteristics as contained in the middle states 

of 39 monophone HMMs and calculate the 39 emission 

probabilities. The separation in 39 phoneme classes is 
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Figure 1: New recognition approach. 



done in accordance with the phoneme inventory of the 

CMU dictionary [11]. The monophone HMMs are deter-

mined by applying the appropriate HTK tools on the 

training data of the TIMIT database. We define the 15 

phonemes listed in table 1 as voiced phonemes.  

aa ae ah ao aw ay eh er 

ey ih iy ow oy uh uw  

Table 1:  Set of 15 voiced phonemes. 

For each speech frame we calculate the average prob-

ability for the 5 voiced phonemes respectively the 5 un-

voiced phonemes with highest emission probability. The 

difference between the average of the voiced and the av-

erage of the unvoiced phonemes is taken as measure for 

the detection procedure. A speech segment is marked as 

voiced if the difference takes a positive value. The posi-

tion of the maximum is considered as the center of a 

voiced segment. 

Finally, we combine the detection results achieved with 

the three parameters. We define a region as voiced in case 

at least two parameters indicate the presence of voiced 

speech. 4620 utterances of the TIMIT database and the 

corresponding labeling information have been used to in-

vestigate the performance of the detection algorithm [12]. 

These utterances contain complete sentences with a sub-

set of 57501 voiced phonemes in total and a subset of 

80112 unvoiced segments according to the TIMIT label-

ing information. The percentages are listed in table 2 as 

ratio of the number of detected voiced segments within 

fragments labeled as voiced and the total number of 

voiced segments. The detection rate is approximately 

80% for the clean data. 80% of the not detected voiced 

phonemes occur at the sounds “ih”, “ah”, “er” and “iy”. 

We created noisy versions of all sentences by artificially 

adding car noise respectively interior noise at SNRs of 5 

and 0 dB [13]. The abbreviations carxdb and intxdb are 

used to indicate the noise adding at a SNR of x dB in the 

corresponding noise scenario. The detection rates consid-

erably decrease due to the noise in the background.  

More important than the detection rate is the misclassi-

fication of unvoiced phonemes as voiced for our ap-

proach. The percentages are listed in table 3 as ratio of 

the number of detected voiced segments within fragments 

labeled as unvoiced and the total number of unvoiced 

segments. The misclassification rate increases from the 

low value of 1,6% for the clean data up to about 10% for 

the case of interior noise at a SNR of 0 dB. The higher 

number of errors in the situation of interior noise is com-

prehensible due to the occurrence of music and speech in 

the background. 

 

clean car5db car0db int5db int0db 

78,9 % 62,6 % 53,2 % 65,0 % 57,4 % 

Table 2:  Detection rates. 

clean car5db car0db int5db int0db 

1,6 % 2,5 % 4,2 % 5,3 % 10,3 % 

Table 3:  Misclassification rates. 

2.3 Subword HMMs 

We focus on the recognition of small vocabularies in 

this phase of our project. This comes along with the usage 

of whole word HMMs. We need a type of subword HMM 

to realize our idea of calculating probabilities backward 

and forward in time beginning at the detected positions of 

the voiced sounds. To train subword HMMs we applied 

the detection algorithm and created appropriate sequences 

of feature vectors by splitting the vector sequence of a 

single word at the detected central positions of a voiced 

segment. This procedure is visualized in figure 2.  

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

The sequences of vectors to the left respectively to the 

right are taken as training data to estimate the parameters 

of two subword HMMs. These subword HMMs define 

the occurrence of acoustic features backward respectively 

forward in time. We processed all 8623 clean training ut-

terances of the TIDigits database in this way. Addition-

ally, we use the labeling information defining the word 

boundaries of each individual digit within an utterance. 

The number of HMM states is individually chosen for 

each subword HMM dependent on the average frame 

number of all training sequences. We intended to create 

HMMs that contain a similar total number of states as 

with the usual modeling of whole words where we have 

HMMs with 16 states per word. A mixture of two Gaus-

sian distributions is applied in each state. Again, the in-

tention is to use a similar total number of distributions as 

in the case of modeling whole words. We create gender 

dependent models in all experiments. So, there exist sepa-

rate models for female and for male speakers. 

Special care has to be taken in case more than one 

voiced segment is detected within a digit. Looking exem-

plarily at the vocabulary of the English digits this hap-

pens for the two digits “seven” and “zero” that contain 

two voiced sounds in most utterances. In case of two de-

tected segments we create two subword HMMs for each 

detected position. Thus, we get four subword HMMs in 

total where each pair of HMMs models the whole word. 

Besides the digits “seven” and “zero” we found a fairly 

high number of two detections within the digits “four” 

and “five”. It seems to be dependent on the individual 

way of pronouncing the voiced sounds “ow” and “ay”. 

We also created four subword HMMs for these digits. 

Thus, we create 60 HMMs in total for modeling the 11 

English digit words including the word “oh” as synonym 

time 

vector sequence for 

the right model 

vector sequence 

for the left model 

detected position 

of voiced sound 

Figure 2: Splitting the sequence of feature vectors. 



for “zero”. The number of 60 is due to the modeling of 

seven digits with two subword HMMs and four digits 

with four subword HMMs and the separate modeling of 

male and female speakers. 

2.4 Modified likelihood estimation 

As a start, we restrict the recognition to utterances that 

contain only a single word. Thus, we can initially ignore 

the problem of detecting a number of voiced segments 

that is inappropriate to the number of words. Considering 

the neglecting of speech segments with low SNR we meet 

the problem that the output probability at the final state of 

a subword HMM may not reflect the likelihood for gen-

erating the observed sequence of speech frames with high 

SNR. Instead, we look for the highest accumulated prob-

ability that is calculated for each HMM state during the 

Viterbi decoding. We restrict the range of HMM states 

for the search of the maximum likelihood by comparing 

the remaining number of speech frames with a SNR 

above the threshold with the average duration that is 

modeled by each subsequence of HMM states. We con-

sider these states as possible final states that lead to a 

modeling of a speech segment with a duration that is ap-

proximately in the same range as the number of observed 

speech frames. 

3 Recognition Results 

We focus on the isolated TIDigits for a first set of rec-

ognition experiments. This part of the TIDigits denoted 

for testing recognition systems contains 2486 utterances 

where only a single digit is spoken. To investigate the in-

fluence of noise in the background we took the versions 

of these utterances as contained in the Aurora-5 database 

[14]. Aurora-5 consists of noisy signals where different 

noise recordings inside cars and in several room envi-

ronments (interior noise) have been artificially added at a 

predefined SNR. Recognition experiments have been per-

formed by calculating the likelihood with whole word 

HMMs in the usual way from the beginning of an utter-

ance till its end. We take these results as reference. The 

method described in the preceding section is taken as 

second alternative recognition scheme. The word error 

rates achieved with the two approaches are listed in tables 

4 and 5 for the car noise and the interior noise conditions.  
 

 car15db car10db car5db car0db 

Reference 0,88 1,89 4,47 13,07 

New approach 1,25 2,33 4,10 10,12 

Table 4:  Word error rates (%) in the car noise scenario. 

 int15db int10db int5db int0db 

Reference 1,61 3,22 8,61 25,78 

New approach 1,81 3,82 10,46 28,56 

Table 5:  Word error rates (%) in case of interior noise. 

Besides the conditions of car noise at low SNR, the er-

ror rates achieved with the new approach are slightly 

worse in comparison to the usual recognition. 

4 Conclusions 
This paper presents the idea of an alternative recognition 

scheme that differs from the usual approaches by begin-

ning the calculation of the likelihood at these speech 

segments with high SNR. An algorithmic approach is in-

troduced to detect the usually voiced segments with high 

SNR. Furthermore, the need is accentuated to define 

subword HMMs and estimate their parameters. A modi-

fied procedure has to be chosen for estimating the likeli-

hoods to generate the observed speech segments with 

high SNR with the subword HMMs. The presented pre-

liminary recognition results can only be seen as a verifi-

cation that the idea of an alternative recognition 

procedure does work in principal. Investigations will be 

carried out in the future to use the advantages of this pro-

cedure and to develop further algorithmic solutions for 

improving the recognition of noisy speech signals. 
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